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Invariance & Equivariance

Invariance:

The output stays unchanged when the input is transformed.
Example: translating an object keeps its class label.

f(X) = fg(X))



Invariance & Equivariance

Invariance:

The output stays unchanged when the input is transformed.
Example: translating an object keeps its class label.

f(X) = fg(X))

Equivariance:

Applying a transformation before or after the function gives the same result.
Here, f is the function and g is a transformation (e.g., translation).
Example: a translated image produces a translated segmentation map.

9(f(X)) = f(g9(X))

We will see when convolution is translation equivariant.
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1D (Discrete) Convolutions

Let us see what 1D (Discrete) Convolution looks like
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1D (Discrete) Convolutions

Let us see what 1D (Discrete) Convolution looks like
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1D (Discrete) Convolutions

Let us see what 1D (Discrete) Convolution looks like
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1D (Discrete) Convolutions

We denote 1D convolution by y=hx*xx and
n 7j=1

A

[

Input 1 4 0 3

[
Filter -1

Output Y 2 6 | -1
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1D (Discrete) Convolutions

m
We denote 1D convolution by y=hxx and y[z] — Z hjxi—l—j—l
n j=1
A
' ) Cross-correlation (deep learning):
Input X 1 4 0 2 1 3 m
) > i
m j=1
f : \ Convolution (reversed filter):
™m
Filt 2 0 -1
ilter h Z hm—j+133i—i—j—1
j=1
Reversing the filter changes the
convention.
Output Y 2 6 | -1 1

\ ' J Learned filters give the same
n—m-+1 model class.
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1D (Discrete) Convolutions

How can the output keep the input’s shape?

Input 4 0 3
Filter -1
Output Y 6 | -1
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1D (Discrete) Convolutions

How can the output keep the input’s shape?

Input X 1 0 1 4
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1D (Discrete) Convolutions

How can the output keep the input’s shape?

Input X 1 0 1 4

Filter 2 0 -1

Output Y -4
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1D (Discrete) Convolutions

How can the output keep the input’s shape?
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1D (Discrete) Convolutions

How can we make the output smaller?

Input T 1 0

Filter f

Output Y
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1D (Discrete) Convolutions

How can we make the output smaller?

Input T 1 0

Filter f

Output Y

Stride!
1
T
1 2 0 |
——_l
|
-1
-4 -1
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1D (Discrete) Convolutions

How can we make the output smaller?

Stride = 2!

Input X i 0 1 4
*
m
)
(
Filter 2 0 -1

Output Y -4
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1D (Discrete) Convolutions

How can we make the output smaller? Stride = 2!
n
A
[ 1
P T
Input L :01402130:
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*
m
1
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1D (Discrete) Convolutions

How can we make the output smaller? Stride = 2!
n
A
1
P T
Input & 0| 1] 4|0 3 | 0 |
L ___|
[ |
Filter -1
Output Y 4 | 6 1
J
I
n+2p— mJ 11 Stride:S  Padding: P
s
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Matrix Multiplication View I

1D convolution as matrix multiplication Filter => Toeplitz matrix (diagonal-
constant)



Matrix Multiplication View I

1D convolution as matrix multiplication

y=hxx

By - himya)t1 h,, 0
0 M him/2)+1 hm—1 hm
0 O h1  heo
0 0 0 hy him/2)+2
0 0 . 0 hy ..

Filter => Toeplitz matrix (diagonal-

constant)

. 07T07
0 .0 } padding: |m/2]

: I

: L2

B, 0 ;

. : Tn
hm 0 . padding: |m/2]

[m/2)+1 =t hm] 1O
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Matrix Multiplication View I

1D convolution as matrix multiplication

constant)
Ry o Rpmyajan h,, 0 071 T0
0 h e him/2)+1 hom—1 hm 0 0
. . . . . xl
. : X : L2
y=hx*xx = : ' ' : :
0 0 hi  he hm U
. : . . . . T
0 0 0 h1 him/2)+2 hm O || :
0 0 0 hy . im/2l41 o hm] L O
r_______ ______ I
Input T : 0 X1 Crm—|m /2] Xn [ 0 :
- r 1 | | _ __L___ !
Filter h hl vee  |PUms2l+1 hm

Filter => Toeplitz matrix (diagonal-

} padding: |m/2]

} padding: |m/2]
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Matrix Multiplication View I

1D convolution as matrix multiplication

constant)
By hm/2) 41 hm O 0] o
0 M : Rim/2)+1  **° Pm-1 hom, 0 0
. . . M xl
: : : : : L2
y=hxz = : ' ' ' : :
0 0 hi  he hm 01|
: : : ; ; o] | En
0 0 0 h1 him/2)+2 hm O || :
0 0 0 hq : imj2j41 -+ Phm] LO
r-r--—rr——~rm 1 1T 1 _ 1 1 "d0O"" """ -"7T'T1T "™ |
Input T 0 X1 Cm—|m /2] Xn [ 0 :
e r——— v ¢+ o @ @y ___t___ I
Filter h hl him/2)+1 hm

Filter => Toeplitz matrix (diagonal-

} padding: |m/2]

} padding: |m/2]
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Matrix Multiplication View I

1D convolution as matrix multiplication
constant)
"hy Rim/2l41 P 0 07T0
0 h himej+1 *+ hm—1 hm 0 0
— : . . . . o
: : : L2
y=hxx = : : . i
0 0 hl h2 hm 0 .
: : : : : : Tn
0 0 0 hi oo himj2)42 hm O || :
0 0 0 hq im2j+1  hm] [ O
r______ ______ |
Input T : 0 X1 Cm—|m /2] Xn [ 0 :
(SN SO ) S AN AR A A NN B !
Filter h hl himy2)+1 hm

Filter => Toeplitz matrix (diagonal-

} padding: |m/2]

} padding: |m/2]
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Matrix Multiplication View I

1D convolution as matrix multiplication

Filter => Toeplitz matrix (diagonal-

constant)
Very sparse when n >>m.
"Ry him/2lt1 h, O cee 07 T07 .
0 M himej+1 *+ hm—1 hm 0 o 0 padding: |m/2]
P : , . : o
: : : L2
y=h*z= : : : .
0 0 hl h2 hm 0 .
: : : : : Zn
0 0 0 hi oo himy2)42 hm 0 : padding: [m/2]
_O 0 0 hq . hLm/2J+1 hm_ _O_
r______ ______ I
Input T : 0 X1 Cm—|m /2] Xn [ 0 :
- tr——— v ¢ ¥ I ___t___ I
Filter h hl himy2)+1 hm
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Matrix Multiplication View Il

1D convolution as matrix multiplication Data => Toeplitz matrix (diagonal-
constant)



Matrix Multiplication View Il

1D convolution as matrix multiplication Data => Toeplitz matrix (diagonal-
constant)
y' = (hxx)'
[ O 0 T1 o Tpo|m/2|-1  Tn—|m/2] ]
padding: |m/2] - : :
L 0 T1 et Tymy2] Tn_2 Tn—1
=lh1 - hm2+1 o0 Bl Ty T2 c T m2)41 Tn_1 Ty
T2 3 me/2J+2 Tn 0
| Tm—|m/2] Tm—|m/2]+1 -~ °° Im T 0 0 i
r_______ ______ I
Input T : 0 X1 vee Em—ims2| e Xn lj 0 :
- r |

Fllter h hl .oe h[m/2J+1 ves hm




Matrix Multiplication View Il

1D convolution as matrix multiplication Data => Toeplitz matrix (diagonal-
constant)
y' =(hxz)'
_r-’T 0 7
e L1  Tpn—|m/2|-1 Tn—|m/2]
padding: |m/2] - : .
i 0 T1 et Tymy2] Tn_2 Tn—1
=[h1 - hmjo4r o T1 T2 T Timy2)+1 e Tp—1 T,
xo xs me/2J+2 Tn 0
\_xm— lm/2| ) Tm—|m/2]+1 ~°° Im T 0 0 i
r———nr—nr— 1/ 1/ | 1 1" "73959/—"7"°7T1T"——""—"™— |
' !
Input I : 0 X1 vee Pm—|msz]| .- Xn lj 0 |
RN (SRS SR SR S N N R SR BN |

Fllter h hl .oe h[m/2J+1 ves hm




Matrix Multiplication View Il

1D convolution as matrix multiplication Data => Toeplitz matrix (diagonal-
constant)
y' =(hxz)'
[ 0 C 0 ) T o Tpo|m/2|-1  Tn—|m/2] ]
padding: |m/2] - : .
L 0 T1 et Tymy2] Tn_2 Tn—1
=[h1 - hmjo4r o T1 T o Timy2l+1 Tn—1 T
X9 T3 me/2J+2 Tn 0
| Lm—|m/2] \xm— Lm/2J—|—1) T Im T 0 0 i
r______ ______ I
Input I : 0 X1 cee Em—ims2]| .- Xn lj 0 :
SR IO I S N IR N N I I |

Fllter h hl cee h[m/2j+l vee hm




Matrix Multiplication View Il

1D convolution as matrix multiplication Data => Toeplitz matrix (diagonal-
constant)
Can be dense when n >> m.
y' =(hxz)' e
[ 0 C 0 ) T o Tpo|m/2|-1  Tn—|m/2] ]
padding: |m/2] - : .
L 0 T1 et Tymy2] Tn_2 Tn—1
=lh1 - hm2+1 o0 Bl T1 T2 ot Tim/2)41 Tn—1 T
o xs me/2J+2 Tn 0
| Lm—|m/2] \xm— Lm/2J—|—1) T Im T 0 0 i
r______ ______ I
Input I : 0 X1 cee Em—ims2]| .- Xn lj 0 :
) IS I S S N N S SR A |

Fllter h hl cee h[m/2j+l vee hm




Matrix Multiplication View Il

1D convolution as matrix multiplication

y = (hxx)"

padding: |m/2] -

=[h1 hLm/2J+1 hm_

Input & 1 0

Data => Toeplitz matrix (diagonal-
constant)
Can be dense when n >> m.

Filter h

0 0 ) Z1 o Tpo|m/2|-1  Tn—|m/2] ]
0 z1 Z|mj2] Tn—2 Tn—1
I1 T2 Lim/2]+1 " Tn—1 In
T2 x3 X|\m/2|+2 " Tn 0
| Lmn—|m/2] \xm— |lm/2] +1J Tt LIm 0 0 i
T T T 1T 1T 71 "1 - |
xl :L'm_Lm/QJ Xn cee lj 0 :
. vV o 1 ___bL___ I
hq Alm /2141 hin GPUs often use implicit GEMM [4].
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Matrix Multiplication View Il

1D convolution as matrix multiplication

This view extends to 2D and higher dimensions.

y' = (hxz)"
o (o ).
padding: |m/2] -
L 0 T1
— [hl oo him2i41 o Bl x1 T
T2 L3
[Zm—{m/2) \Zm—|m/2j+1) "

Data => Toeplitz matrix (diagonal-

Z1

Input X 1 0 e | Xq e Bmelm2]

Xn

Filter h hq e |Pimr2141

constant)
Can be dense when n >> m.

Ln—|m/2|-1 xn—[m/ﬁ-

Ln—2
Ln—1
Ln

Ln—1
In

0

GPUs often use implicit GEMM [4].
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1D (Discrete) Convolutions

Matrix multiplication view (Filter => Toeplitz matrix) of 1D convolution:

A circulant matrix is a square Toeplitz matrix.

Circular padding

<< LT T T T TITTTI
M
N\
S
| —

Image Credit: [1]

WX L ITTTTTTTTTTIrTrd
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Translation/Shift Operator

Image Credit: [1]



Translation/Shift Operator

Image Credit: [1]

A shift i1s also a circulant matrix!

.

ST




Translation/Shift Equivariance

Matrix multiplication is non-commutative. But not for circulant matrices!

C(w) ST ST
shift operator shift operator

Image Credit: [1]

C(w)
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Translation/Shift Equivariance

Matrix multiplication is non-commutative. But not for circulant matrices!

C(w) ST ST
shift operator shift operator

Circular convolution with stride 1 1s equivariant to cyclic shifts.
Fixed zero-padding boundaries and stride > 1 require extra care.

Image Credit: [1]

C(w)
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2D (Daiscrete) Convolution

Let us see what convolution 1s in 2D

Input X



2D (Daiscrete) Convolution

Let us see what convolution 1s in 2D

Convolutional Filter

%% ERKXK

Input X



2D (Daiscrete) Convolution

Let us see what convolution 1s in 2D

Input X

Convolutional Filter

%% ERKXK

Sliding Window




2D (Daiscrete) Convolution

K K
Let us see what convolution is in 2D Vi = E E Wi nXitm— [K/2],j+n—[K/2]

m=1n=1

Convolutional Filter

%% ERKXK

Input X Output y



2D (Daiscrete) Convolution

2D Convolution with Stride = 1

Image Credit: [2]
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2D (Daiscrete) Convolution

2D Convolution with Stride = 1, Half Padding

Image Credit: [2]
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2D (Daiscrete) Convolution

2D Convolution with Stride = 2, Half Padding

Image Credit: [2]
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

/,

Kernel

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels

Image Credit: [3]

Input

Kernel

H—-h+1

|—l$|

Output
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2D (Daiscrete) Convolution

2D Convolution with multiple input channels and multiple filters

Image Credit: [3]

Input

Kernels

W—-—w-+1

Output

H—-—h+1

61



2D (Daiscrete) Convolution

Tensor shapes and shared parameters [5]

Input

w Kernels Ww+/
W/
hI D H—h+1
H

Output

Image Credit: [3]

Input:
X € RC’XHXW

Kernel bank:
D filters, each C' X h X w

Output:
y e RD ><I_Iout X Wout
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2D (Daiscrete) Convolution

Tensor shapes and shared parameters [5]

Input:
Input XERCXHXW

Output

. Kernel bank:
Kenels W—w+1 D filters, each C' x h x w

Output:

w/ y e RDXHoutXWout
u hI b H—h+1

— Parameters, including one bias per filter:

P =D(Chw+1)

c Example:

C=3 D=16, h=w=3 = P =448

63
Image Credit: [3]



2D (Daiscrete) Convolution

A quick check: output shape and parameter count

For dilation 1, apply the 1D output-size formula along height and width [5].

S

Hout — \‘H—I—Qp—_hJ + 1

Apply the same formula to the width; output channels equal the number of filters.

Input: 3 channels, 32 x 32 pixels. Use 16 filters of size 3 x 3,
stride 2, and padding 1. What are the output shape and parameter count?

Count the channels separately from the spatial output size.
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2D (Daiscrete) Convolution

Let us see the effect of 2D convolution:

®

Image Credit: [3]



2D (Daiscrete) Convolution

Let us see the effect of 2D convolution:

Image Credit: [3]

®

®
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2D (Daiscrete) Convolution

Let us see the effect of 2D convolution:

Image Credit: [3]
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_
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2D (Daiscrete) Convolution

Let us see the effect of 2D convolution:

Image Credit: [3]

®

®

1

®

S

3

_
|

_
L

Py,

¢ W
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2D (Daiscrete) Convolution

Let us see the effect of 2D convolution:

Image Credit: [3]

- | i
35

|
Il

S

_
_

=
Es
2

69



References

[1] https://towardsdatascience.com/deriving-convolution-from-first-principles-4{f124888028

[2] https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md

[3] https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf

[4] https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html

[5] https://docs.pytorch.org/docs/stable/generated/torch.nn.Conv2d.html

70


https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://towardsdatascience.com/deriving-convolution-from-first-principles-4ff124888028
https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://fleuret.org/dlc/materials/dlc-slides-4-4-convolutions.pdf
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html
https://docs.pytorch.org/docs/stable/generated/torch.nn.Conv2d.html

Questions?



