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Position-Wise Feed-Forward Networks

Row 1 of X 1s the i-th token embedding. Apply the same MLP to every row [5].

FFEN(X;) = o(X;W1)Wo, W, e RExm W, e Rm*E

i-th token Linear ‘ Linear

embedding — K > m > Activation m— K

Same weights at every position; this sublayer does not mix tokens.

The activation can be ReLU or GELU. Biases are omitted here.

Output
vector
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Image Credit: [4, 5]

Output
Probabilities

Feed
Forward

e a
Add & Norm

7y
I
l Add & Norm |<ﬂ

4 O\
/—>| Add & Norm l
Multi-Head
Feed Attention N x
Forward g J J
F 3
~—
Nx Add & Norm
/—Fl Add & Norm l
Masked
Multi-Head Multi-Head
Attention Attention
* F \ } & y \ }
\_ / \ —JJ
Positional '9 G_ Positional
Encoding y C Encoding
Input Output
Embedding Embedding
Inputs Outputs

(shifted right)

LayerNorm(BEBE+EEER)

Y = X + Sublayer(X)

Attention and feed-forward blocks each add
their output to the input.

Skip paths help propagate information and
gradients.



Layer Normalization

Normalize token 1 across its K features. The original Transformer uses LayerNorm [5].

For one token
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LayerNorm uses each token’s feature statistics independently.
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Decoder: Target Embeddings

Image Credit: [4, 5]
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QKT> v

HenCWV



Cross-Attention

Image Credit: [4, 5]
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Multi-Head
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Positional
Encoding

O

Input
Embedding

f

Inputs

Output
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g )
Add & Norm

Feed

Forward

7y
I
l Add & Norm |<ﬂ

Multi-Head
Attention

Add & Norm

Masked
Multi-Head
Attention

(.

A+ 2

A

Output
Embedding

f

Outputs
(shifted right)

Positional

Encoding

An illustrative translation alignment [5]

French source keys / values (S = 3)

English query — prediction Je étudiant

suis
<start> — |

| - am

All non-padding source positions are available;
the causal mask applies to target self-attention.

cqy = 0.05v3c + 0.10vgyis + 0.85V¢tudiant
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Limitations

Output
Probabilities

g )
Add & Norm

Feed
Forward

7y

I

e ~\ l Add & Norm |<ﬂ
/—>| Add & Norm l

Multi-Head
Feed Attention N x
Forward g J J
F 3
~—
Nx Add & Norm
/—Fl Add & Norm l
Masked
Multi-Head Multi-Head
Attention Attention
* F \ } ‘ y \ }
\_ / \ —JJ
Positional _a G_ Positional
Encoding y C Encoding
Input Output
Embedding Embedding
Inputs Outputs

(shifted right)

Image Credit: [5]

Quadratic self-attention cost

For N tokens, self-attention computes N % N scores.
Time and score storage grow quadratically: O(N?3).

Improve the implementation [8]

FlashAttention keeps exact attention and avoids storing the
full score matrix. Arithmetic remains quadratic.

Change the attention [9, 10, 11]

Sparse patterns inject structure. Kernel methods use a
compact summary instead of all pairwise weights.
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FlashAttention [§]

Compute attention in tiles in fast on-chip SRAM.

Avoid storing the full score matrix in GPU high-bandwidth memory (HBM).

Standard Attention Implementation

Load

Q, K
—d

Write S

L ——

Load S
ﬁ

Memory

P = soft
(HBM) Compute softmax(s)

Write P
_

PV

Load P, V O
ﬁ

Write O

—

Same dense softmax attention (up to rounding), with quadratic arithmetic.

Image Credit: [12]

Flash Attention

Memory
(HBM)

Load
Kj Vj

—_—

Load
Q0 Lm,

 ——

Write Oili\.ri

—

Compute

Kernel operations fused
together, reducing
reads & writes

5=9K;

m = rowmax of S

P =exp(s - m)

L = rowsum of P

m = max(m ;M)
calculate O from L & m



Sparse Attention

BigBird combines local, random, and global connections [9].

Local Random Global Combined
Fl
| [
‘ [
O O [
(] o |
= = [ ]
[]
- NN N

Filled entries indicate which token pairs can interact directly.

With fixed local, random, and global budgets, the number of pairs grows linearly with sequence length.

Image Credit: [9], Figure 1



[Linear Attention

Original attention for one head [5, 11]

S :
vy,

A =-exp(S) (elementwise)

A contains positive, unnormalized attention weights.

O is the head output: one row per query,
before concatenating heads.

L
O.. = Zj:l AZ]‘/J’ O c RLde

L
> im1 Aij

A small example

One query, three scalar values.

Ai.=12 1 1],

v=[1 3 5]

Total weight: 4

2-141-3+41-5

O;. = 2.5
" 2+1+1




[Linear Attention

Original attention for one head [5, 11]

S :
vy,

A =-exp(S) (elementwise)

A contains positive, unnormalized attention weights.

O is the head output: one row per query,
before concatenating heads.

L
O.. = Zj:l AZ]‘/J’ O c RLde

L
> im1 Aij

The diagonal normalizer

L
=1

_ QKT>
O=D1AV = softmax( V
Vd

A small example

One query, three scalar values.
Ai.=12 1 1],
v=[1 3 5]

Total weight: 4

2-141-3+41-5

O;. = 2.5
" 2+1+1

D contains row sums, not learned parameters.
Its inverse divides each row by its total weight.
Here 1 is the all-ones vector.



[Linear Attention

Feature weights with the same row normalization [10, 11]

AN AN

D = diag(A1), O=D'AV Weighted values divided by their row sums.

Q'=9¢Q), K'=¢K) QK eR™

A=QK'T, rank(A) <r

r features per token. The exact exponential matrix can still have full rank.

Linear Transformer [10] Performer [11]
é(z) = ELU(z) + 1 . qfkj)% T
v v e p<\/d7,, o(q:) &(kj)

Defines a different similarity kernel. .. :
Positive random features approximate

the exponential kernel.

The weights and outputs generally change.



[Linear Attention

Efficient evaluation of the same attention [10, 11]

D = diag(ﬁl), O=D'AV Weighted values divided by their row sums.
,/’; """""""" 2~ ~ . /’—‘_l-;__d_____:::::::::::::::::::::::\
1 5/ V¢ d){ ‘. {I |O( &0 :’O(L d) / ﬁ
E*’ 1 | : E : J. T : \ i
! = [ | |
! Lix L é:3L><dl%iL?<i”‘ 835 x4 SN wd |
| i ! ) |
i / | - (K)'
1\ - A’ attention mechanism V ,’ll I\\ Q, . S Y__,//)

Weighted values Row sums

B=K'TV e R"*d, z=K'T1eR",
AV =Q'(K'""V)=Q'B A1=Q'(K'"1)=Q'z

55
Image Credit: [11], Fig. 1. Numerator only. E: random-feature expectation; d in figure is value width d..



[Linear Attention

Efficient evaluation of the same attention [10, 11]

D = diag(ﬁl), O=D'AV Weighted values divided by their row sums.
,f’;;""_""_"O_(_I:?_d_) """ - SO(Lrd) oo
/4 [N [OlLrd) )
: P : |
: =t HH |
: | ADAI S é:3L><dl%iL?<i”‘ 835 x4 SN wd |
| . B . |
i / - (K
1\ - A’ attention mechanism V ,’I, I\\ Q, L Y__,//)

Weighted values Row sums

B=K'TV e R"*d, z=K'T1eR",
AV =Q'(K'""V)=Q'B A1=Q'(K'"1)=Q'z
D = diag(Q'z), O=D"'Q'B Linear work in L at fixed feature/head widths.

Image Credit: [11], Fig. 1. Numerator only. E: random-feature expectation; d in figure is value width d..
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Absolute vs. Relative Positional Encoding

Relative positions help describe dependencies between tokens.

How to encode relative positions?
* We can inject the relative position into the bias of attention.
* ROPE [13] rotates query and key vectors according to their positions.

To understand RoPE, let us recap how to rotate a 2D vector:

T} cosmf —sinmf| |z

ro| |sinmf  cosmb | |zs

\ . J/
-~

RG,m

Rotation matrix is orthogonal and preserves the norm!

Reference: [13]



Rotary Positional Embedding

Split an even-dimensional vector into 2D pairs; rotate each pair according to its position:

(cosmf; —sinmb; 0 0 0 0
sinmf;  cosmb; 0 0 0 0
EAa 0 0 cosmb, — sinmés 0 0
- 0 0 sinmfs  cosmbs 0 0
|z, | : :
0 0 0 0 cosmbye  —sinmbg,o
0 0 0 0 sinmbg;n  cosmby s |
RS
O = {#; = 10000~ 20-V/d j c[1,2,...,d/2]}
Here
Apply rotations to adjacent pairs: (1,72), (T3,24), ..., (Ta—1,%q)




Rotary Positional Embedding

Split an even-dimensional vector into 2D pairs; rotate each pair according to its position:

Image Credit: [13]

; X' m ;
. 2 \ ;
| ” i
: (X0, %) —: 1 — (x'1, X'3) :
: X 1 xl on Encoded C - :
m / :
d=2 _\ .. e AR . . OO O SO P :

S —
Enhanced || | 5 | [ () m % oo kel
Transformer | | | | oo A= 2 (W0 N N BT R
with LT T[] T T 3 H I - i
Rotary [ ] | | ]| P17} 4 [lelad ¢ ° el
posttion (I -- - (CTTN I --- L.
Embedding | | | | eee| i 6 | l li‘ s |I ||| IH

Query / Ke Position Position Encoded Query / Key
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Rotary Positional Embedding

What do we gain in RoPE?
* Inner product depends on the relative position

Let us look at the case of 2D:

2| |yi|\ _ /|cosmf —sinmb| [x1| [cosnf —sinnd| |y
zo| " ys|/  \ |sinmf cosmb | |zo|’ |sinnf cosnf | |y

4 \ . 4

TV TV

Rg,m RQ,TL
- 4T ¢ : T .
RS cosmf —sinmb cosnf —sinnf| |11
~ |w2]| [sinmf  cosmb sinnf  cosnf | |ys
B (11 | T cosmb cosnf + sinmfsinnfl  — cosmb sinnf + sinm#b cosnb| |y
o (2| |—sin mb cosnb + cosmbsinnfd  sin m6 sin nf + cos mb cos nb Yo
IREZY ! cos(m —n)f sin(m —n)d| [
~ |w2| [sin(n —m)@ cos(m —n)f| |y2
B B ! cos(m —n)f —sin(m —n)b oo nl _/gr T Rj
~ |x2] [sin(m —n)0  cos(m —n)0d 0 1| |ya|  \ Omn |yl 00

~"

Re m—mn Ro .0
Reference: [13]



Rotary Positional Embedding

What do we gain in RoPE? The same identity holds in d
* Inner product depends on the relative position dimensions, block by block!

Let us look at the case of 2D:

2| |yi|\ _ /|cosmf —sinmb| [x1| [cosnf —sinnd| |y
zo| " ys|/  \ |sinmf cosmb | |zo|’ |sinnf cosnf | |y

4 \ . 4

TV TV

Rg,m RQ,n
- 4T ¢ : T .
RS cosmf —sinmb cosnf —sinnf| |11
~ |w2]| [sinmf  cosmb sinnf  cosnf | |y
B (11 | T cosmb cosnf + sinmfsinnfl  — cosmb sinnf + sinm#b cosnb| |y
o (2| |—sin mb cosnb + cosmbsinnfd  sin m6 sin nf + cos mb cos nb Yo
IREZY ! cos(m —n)f sin(m —n)d| [
~ |w2| [sin(n —m)@ cos(m —n)f| |y2
B B ! cos(m —n)f —sin(m —n)b oo nl _/gr T Rj Y1
~ |x2] [sin(m —n)0  cos(m —n)0d 0 1| |ya| ~ N\ O™ o700 |y

~"

Re m—mn Ro .0
62

Reference: [13]



Rotary Positional Embedding

What does this upper bound describe?
* It caps the magnitude of the query—key dot product after RoPE, before scaling and softmax.

relative upper bound

20 -

18

:
14}
12}
.

T I S S R N R M | A  relative distance
N 50 100 150 200 250

The curve shows the bound’s distance factor. Another factor depends on query/key content [13].
Its decay suggests locality, while actual attention weights need not decrease with distance.

Image Credit: [13]
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LayerNorm & RMSNorm

Normalization choice: compare the original LayerNorm with RMSNorm [14].

LayerNorm RMSNorm
| K
i = 77 Z Xik K
k=1
- RMS. (X;) = EZX,?,k—FE
5 1 ¥ 5 k=1
0, = e (Xik — 4)
k=1
Xik — M Xik
LN(X;)r = e ——— RMSN X = :
(X)) = Yk T + B orm(X;)x = Vi RS, (X))
Subtract mean [~| Divide by std. | Scale + shift Divide by RMS g Scale

RMSNorm omits mean subtraction and usually the additive bias.
This reduces normalization work while controlling activation scale [14].



LayerNorm & RMSNorm: An Example

Same token, two different normalizations [14].
In [14], RMSNorm matched translation quality with ~7% less time per training step.

Xi:(1727374)7 /71<Z217 Bkzzoa e~ 0

LayerNorm RMSNorm
pi =25, of=125 RMS(X;) = V7.5 ~ 2.739
1.461
1.342 1.095
0.730
0.447 0.365
-0.447
-1.342
| 2 3 4 1 2 3 4
Feature index k Feature index k

RMSNorm controls magnitude; its output need not have zero mean.
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Pre-Norm vs. Post-Norm

Where to place the Layer Normalization?

Image Credit: [15]
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Pre-Norm vs. Post-Norm

Where to place the Layer Normalization?

* Gradient norm in the Post-Norm
Transformer is large for parameters
near the output and will be likely to
decay as the layer gets closer to input

Image Credit: [15]
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Pre-Norm vs. Post-Norm

Where to place the Layer Normalization?

* Gradient norm in the Post-Norm
Transformer is large for parameters
near the output and will be likely to
decay as the layer gets closer to input

* Pre-norm can stabilize early gradients
and reduce the need for warm-up [15].

Pre-norm is a common LLM choice for training
stability (e.g., LLaMA [16]).

Image Credit: [15]
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RMSNorm 1n a Pre-Norm Block

Norm type and norm placement are separate choices [ 14, 16].

Z = X + Attention(RMSNorm(X)),

Y =7 + FFN(RMSNorm(Z7)).

Input
tokens

RMSNorm acts independently on each token; residual paths bypass each sublayer.

LLaMA combines pre-normalization, RMSNorm, and a gated feed-forward sublayer [16].

RMSNorm

Attention

* RMSNorm

FFN

Output
tokens
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Gated MLPs

Two projections form a gate branch and a value branch [17].

GatedFFN(X;) = [¢(X;W,) © (X;W,,)|W,

W,, W, € RFE*™ W, € Rm*&

Gate projection > Activation

Token _| . Output
vector projection

| Value projection

Element-wise
product

The input controls how each intermediate feature contributes.
This gated MLP replaces the vanilla Transformer’s position-wise FFN [17].

Output
vector



Gated MLPs: SwiGLU

SwiGLU uses SiLU on the gate branch [17]; LLaMA adopts this choice [16].

SwiGLUFFN(X;) = [SiLU(X;W,) ® (X;W,)|W,

W,, W, € REx™

Token

vector

Wo c RmXK

Gate projection

SiLU(u) = u ® o(u)

SiLU

| Value projection

Output
projection

Element-wise
product

Gates are not probabilities. Other choices: sigmoid — GLU; GELU — GEGLU [17].

SwiGLU/GEGLU gave the best held-out TS perplexities at matched parameter/compute budgets [17].

Output
vector
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Extensions: Vision Transformer

Image Credit: [18, 19]



Vision Transformer: Patches & Computation

Patch size determines the number of image tokens [18].

Patch representation

HW )
= ——, r=P-C
P P
ShaI'Ed lineal' pl’OjeCtiOIl Transformer Encoder
Xp ERNXT, EERTXK, . ‘ ’ ‘ ‘ ’ ‘ ‘ ’
B @) () @) B0 @) 60 6) @
XpEERNXK i s, e e B, i .
{ Linear Projection of Flattened Patches
1 2 %3 , . , !
Example Awe—— | | | | ‘ { |
H=W =224 P=16, C =3, |

N =142 =196, r =16%-3 = 768.
Prepend a class token and add learned positional

H, W: image size; P: patch side; C: channels. embeddings: 197 tokens.

K: token features.

Image Credit: [18, 19]



Vision Transformer: Patches & Computation

Patch size determines the number of image tokens [18].

Patch representation

HW
N=——, r = P?C
P P
ShaI'Ed lineal' pl'OjeCtiOIl Transformer Encoder
X, eRV¥" B e RK, T T T T T T T
prevamee. 00 G0 €0 B0 @) 80 B0 @
X, E € RN*K RS U BN Y S Oy O W
{ Linear Projection of Flattened Patches
1 2 W3 1 : , ! :
Example A——1— e e T .
H=W =224 P=16, C =3, et

N =142 =196, r =16%-3 = 768.
Prepend a class token and add learned positional

H, W: image size; P: patch side; C: channels. embeddings: 197 tokens.

K: token features.

Each head uses 197 x 197 attention scores. At fixed P, doubling H and W gives about 16x more scores,

motivating Swin’s local windows [20].
Image Credit: [18, 19]
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Extensions: Swin Transtformer

Standard MSA

Attention for each patch is computed against all patches,
resulting in quadratic complexity

Image Credit: [21]
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Extensions: Swin Transtformer

Standard MSA Window-based MSA

Attention for each patch is computed against all patches,
resulting in quadratic complexity Window size is 2x2 in this example.

Image Credit: [21]

Attention for each patch is only computed within its own win

dow

(drawn in red)
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Extensions: Swin Transtormer

Window-based MSA Shifted Window MSA

Attention for each patch is only computed within its own window {drawn in red).

SHidaw; St281=2X3 In iRl Step 1: Shift window by a factor of M/2, where M = window size

Image Credit: [21]
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Extensions: Swin Transtormer

Shifted Window MSA

Step 1: Shift window by a factor of M/2, where M = window size

Layer | Layer 1+1

A local window to
perform self-attention

A i;ch

83
Image Credit: [20, 21]



Transtformer

1n

SWi1

Extensions

Swin

—» Transformer [
Block

SUISIaA oIRed

Swin

Block

Surday yored

Swin

Block

—» Transformer =

Surdroy yored

Swin

Block

J/

HxWx3

X2

e mm mm mm omm omm omm omm owm

-_— e o o o o o Em mm

84

1 1
1 1
SR NI PRNEN - PR
i 5 < € <«—
"fl\ = — /h\ W. = e
< X ) 1
| = <N ;
~ ”

- o mm mm mm o mm o mm Em mm o mm Em mm o e

o o e o Em mm Em E Em Em Em E wm  m—

Image Credit: [20]
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